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OxTS Boresight Alignment Determination with
Velodyne VLP-16 LiDAR (AE021)

R. Sands (in collaboration with B. Leslie)

Figure 1. Mounting arrangement on test vehicle

A Velodyne VLP-16 LiDAR scanner is to be used
alongside an OxTS RT1003 Inertial Navigation System
(INS) to produce a geo-referenced point cloud. There
is an obvious need to know the precise transformation
between the LiDAR and INS frames. The paper describes a
calibration method to find this transformation, or boresight
alignment.

I. INTRODUCTION

A. Data collection method

• The RT1003 and Velodyne VLP-16 are mounted
rigidly with respect to each other. This assembly is
then mounted to the vehicle (Figure 1).

• Standard INS warm-up is performed, and then the
vehicle is driven around the area to be mapped. INS
should be able to achieve RTK integer position mode
during post-processing.

• Velodyne LiDAR data and OxTS raw data (RD file)
are logged separately during data collection.

Note that the IMU-LiDAR assembly is mounted at ap-
proximately 15° of pitch to the horizontal, to give good
spatial resolution over the z-axis when driving in an ap-
proximately lateral plane. Otherwise, the discrete gaps in
elevation between LiDAR beams would cause significant
gaps in the geo-referenced point cloud.

B. Post processing method

• OxTS raw data is post-processed (with static base
station or RINEX data) to produce an NCOM data
file with RTK position.

• Using LiDAR data and NCOM data, OxTS GeoCloud
software creates a point cloud file (LAS or PCD
formats).

1) OxTS GeoCloud: This is a new piece of software
written to generate a geo-referenced point cloud from a
Velodyne LiDAR data file (PCAP format) and an OxTS
NCOM data file. OxTS GeoCloud performs the following
steps:

1) Time synchronises and interpolates NCOM data to
produce a set of pose (position and orientation) data
points in the Vehicle Frame which correspond to
LiDAR data points. These data points are essentially
the pose of the Vehicle Frame in the absolute Nav-
igation Frame.

2) Transforms these poses (for each LiDAR measure-
ment) from the Vehicle Frame into the OxTS IMU
Frame (using the transformation determined during
warm-up) to find the pose of the OxTS IMU Frame
in the Navigation Frame.

3) Transforms poses from the OxTS IMU frame to the
LiDAR Frame (i.e. boresight alignment) to find the
pose of the LiDAR Frame in the Navigation Frame.

4) Calculates the position of the detected points in the
Navigation Frame, from the LiDAR Frame pose and
LiDAR azimuth, elevation and range of the detected
point.

GeoCloud outputs a geo-referenced point cloud. For cal-
ibration, it can also output LiDAR data points with time
synchronised NCOM data (i.e. the result of Step 1 above),
filtered for reflectivity above a definable threshold. This
allows filtering for points returned by retro-reflective tar-
gets.1

II. CALIBRATION

The aim of the calibration we have developed in this
paper is to determine the boresight alignment - i.e. the
precise pose of the LiDAR Frame (Velodyne VLP-16) in
the OxTS IMU frame.

1The Velodyne VLP-16 returns reflectivity values greater than 100 (out
of 256) for retro-reflective materials.
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Error
Displacement (mm)

At 50m At 100m

Boresight (translational) 17 17
INS (position) 49 49
INS (attitude) 98 195

LiDAR (range) 30 30
TOTAL 194 291

Table I
DISPLACEMENT ERROR IN POINT CLOUD

A. Calibration aims

• Find the precise alignment of LiDAR frame in IMU
frame

• Calibration method should be practical (easily
portable in a car) and inexpensive

• Calibration method should not require surveying of
targets or other onerous setup procedures

B. Inputs

data synchronised interpolated data points with
both LiDAR and INS information

ntargets number of retro-reflective targets
eulerV AT heading, pitch and roll of OxTS IMU Frame

in OxTS Vehicle Frame
rLIR lever-arm of LiDAR in OxTS IMU Frame (i.e.

translational boresight alignment)
eulerLIP heading, pitch and roll of LiDAR in OxTS

IMU Frame (i.e. angular boresight alignment)

C. Sources of error

The point cloud generated from LiDAR and INS data
is affected by other sources of error besides boresight
misalignment, such as in INS position and attitude and
LiDAR range. Table I shows the displacement effect on
the point cloud due to various sources of error. e.g. at 50m,
the total error due to other sources is 194mm. (Details of
how these values are calculated can be found in Appendix
D.)

Figure 2 shows the displacement due to angular bore-
sight misalignment compared to that due to other errors.
It is evident that even a small mis-measurement (e.g. 0.5°)
results in a significant error. This error will be systematic,
and given its effect compared to other errors, should be
possible to determine by an empirical calibration.

D. Approach

As the boresight error is systematic, our calibration
strategy is to design an environment which will give a
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Figure 2. Displacement error due to angular boresight misalignment at
50m and 100m range

Figure 3. Retro-reflective calibration target

predictable point cloud that would be affected by boresight
misalignment. We have chosen to use a planar target and
search for a boresight alignment solution which maximises
planarity of the resultant point cloud. Targets are coated
in a retro-reflective material to allow filtering for relevant
data.

In order to gain a bigger sample, we opted to use two
targets and applied a clustering algorithm to distinguish
them.

Advantages of our approach include:

• Computational load - we can use reflectivity measure-
ment to filter out any data other than the calibration
targets

• Known surface qualities - calibration targets will be
truly planar (within a tolerance of a few mm)

• Calibration target position - it is easy to change the
position of targets

• Fixed assembly - the IMU / LiDAR assembly will fix
the units relative to each other, so only needs to be
calibrated once (or at least infrequently)

Calibration instructions are as follows:

1) Mount LiDAR / RT1003 unit on a vehicle and con-
figure in the same way as when scanning normally
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Figure 4. Driving patterns around targets

(Figure 1).
2) Place targets approximately 100m apart, and drive

for around 5 minutes in the patterns shown in Figure
4

3) Run OxTS GeoCloud in calibration output mode, to
produce synchronised interpolated data points with
both LiDAR and INS information

4) Run OxTS Boresight Calibration to analyse cali-
bration data set and generate a boresight alignment
solution

E. Solution

Angular boresight mis-alignment causes a particular
plane to be rotated by a constant amount when scanning
from a certain direction (or LiDAR azimuth). This means
that, when scanned from different directions, the same
plane will appear as multiple planes in the point cloud.
(This is demonstrated later in Figure 9.) Our approach
to find a solution for the true boresight alignment is to
optimise for a point cloud which fits a one-plane model
(per target).

For a set a points, Singular Value Decomposition (SVD)
can be used to calculate a plane of best fit, with the
singular vector corresponding to the smallest singular
value defining the normal to the plane. (The other two
singular vectors lie in the plane.) For a perfect plane, the
smallest singular value would be zero.

We use an iterative optimisation algorithm2, trying
different angular boresight alignments and calculating a
planarity score s for each. The planarity score is the
smallest singular value for the point cloud generated with
the particular angular boresight alignment being tested in
the iteration. The score is weighted by the number of hits
on each target. The optimum boresight alignment solution
is found by minimising s.

s =

n∑
t=1

ctf (Pt)

where n is number of targets,
ct is number of points for target t,
Pt is a matrix of points for target t and
f (P )is a function which returns the minimum singular
value for points P .

F. Validation

A k-fold cross-validation strategy is used to limit over-
fitting to the particular data set used for calibration. This
involves partitioning the data and finding the boresight
alignment solution for different samples. The standard
deviation of the various solutions is a measure of the
validity of the solution.

Another check is to find a solution for each target
individually, and observe how well these agree.

The final solution is found using the full calibration data
set.

III. OUTPUT

A number of output plots and values is generated to
validate that the calibration result is reliable.

A. Scenarios

We will look at output generated from two scenarios.
All calibration inputs (see Section II-B) are the same,
including calibration data (i.e. synchronised INS and
LiDAR data), apart from the initial angular boresight
alignment measurement eulerLIP . The calibration data

2Octave’s fminsearch function: https://www.gnu.org/software/octave/
doc/interpreter/Minimizers.html

https://www.gnu.org/software/octave/doc/interpreter/Minimizers.html
https://www.gnu.org/software/octave/doc/interpreter/Minimizers.html
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Figure 5. Filter for points in vicinity of targets (Scenario A)

used for these scenarios was collected with the LiDAR
and IMU frame aligned, but with the IMU upside-down.

• Scenario A: The initial angular measurements of
LiDAR in IMU frame eulerLIP are deliberately
incorrect

• Scenario B: The initial angular measurements are
taken as accurately as is feasible to measure without
special equipment. (In our case, we assume that
tolerances in the mounting assembly are perfect for
the initial measurement.)

B. Generated plots

1) Filter for points in vicinity of targets: Figure 5
shows the driving path and points detected above the retro-
reflectivity threshold. A clustering algorithm is used to
cluster data by the number of targets (in this case two).
The cluster centres are plotted as red circles. These centres
are recalculated after removing outliers.

2) Hit count by LiDAR azimuth and range: Figure 6
shows how the number of hits varies with different LiDAR
azimuth and range.

• The absence of hits around 180° is because the IMU-
LiDAR assembly is mounted at 15° of pitch from
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Figure 6. Hit count by LiDAR azimuth and range (Scenario A)

horizontal (to improve z-axis resolution when driving
on a level plane – see Section D), so beams with
azimuth around 180° point to the sky.

• The large peaks at closer ranges are from driving
towards a target.

• The small ridges around 90° and 270° are from
driving in a snaking pattern with targets to the left
and right.

3) Boresight misalignment solutions from K-fold

searches: Figure 7 shows both scenarios. Each plot is a
comparison of the solutions reached by using different
90% partitions of the calibration data. This is a check
to mitigate against over-fitting to a particular data set.
For Scenario A (where initial measurement error was
large), the correction is much larger than the k-fold range.
For Scenario B (a more realistic scenario where initial
measurement was taken as precisely as possible without
special equipment), the k-fold range is clearly more sig-
nificant with respect to the boresight correction, but still
smaller.

Figure 7 also shows the solutions reached when using
data from each target independently. A much larger varia-
tion is evident in the pitch component. This is most likely
due to the absence of data around 180° azimuth (see Figure
6), which is caused by the angled mounting of the unit on
the vehicle (Figure 1). One way to improve this might be
to gather more calibration data with the entire assembly
rotated by 180°, and then tilted to angle the other side of
the VLP-16 towards the ground. Note also that in Scenario
B (with a large deliberate error in initial measurement), a
solution is still found for all Euler angles (including pitch)
that is close to the actual alignment.

4) Planarity of target points before and after calibra-

tion: Figure 8 depicts the range of deviation from a
plane of points in each target, before and after calibration.
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Figure 7. Solutions from K-fold searches (both scenarios)
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Figure 8. CDF of point deviations from plane of best fit for each target
(Scenario A)
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Figure 9. Target points with planes of best fit (Scenario A)

Singular Value Decomposition (SVD) is used to calculate
a plane of best fit, with the singular vector corresponding
to the smallest singular value defining the normal to the
plane. (The other two singular vectors lie in the plane.)
For a perfect plane, the smallest singular value would be
zero. Figure 8 shows the Cumulative Distribution Function
(CDF) of distance of points from the plane, projected
along the plane’s normal vector. For an ideal plane, this
would be a step function from y = 0 to y = 1 at x = 0

(i.e. the yellow line).
In the example shown (Scenario A), the CDF after

calibration is closer to a step function than before, as
would be expected.

5) Azimuth planes: Figure 9 shows planes of best fit
for 15° azimuth partitions. Displacement of points due to
boresight misalignment is a function of LiDAR azimuth
and range, so partitioning by azimuth should show up
boresight misalignment errors. The plot clearly shows a
marked improvement for Scenario A (when initial mea-
surement error is deliberately large).

IV. EVALUATION

It is difficult to directly validate the solution found for
boresight alignment, as this would involve measuring the
LiDAR and IMU frames relative to each other to a high de-
gree of precision. This is compounded by the fact that the
centre of measurement for each unit is inside its housing.
However, it is possible to use indirect statistical methods to
determine the reliability of the solution. Another indicator
of success is to observe the effect on scanned structures
on a normal point cloud.

A. Statistical methods

While the calibration process already incorporates mea-
sures to achieve this, we will now test reliability of the
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Scenario A Scenario B

Initial Calibrated Initial Calibrated

Heading (°) 2 0.208 0 0.191

Pitch (°) -3 -0.272 0 -0.330

Roll (°) 0 179.895 180 179.898

Table II
BORESIGHT ALIGNMENT SOLUTIONS FOR DIFFERENT INITIAL

MEASUREMENTS
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Figure 10. Final solution (including k-fold runs) forScenario A and B

strategy by comparing the output from Scenario A and
Scenario B.

Table II and Figure 10 show that the solution is not sen-
sitive to the initial measurement, with variation between
k-fold partitions being greater than variation between
scenarios.

B. Effect on normal point cloud

Figure 11 shows the effect of applying the boresight
correction on a typical point cloud. Before calibration -
11(a) - two planes can be observed in both the sloping
roof and vertical wall as a result of scanning while driving
in two directions. After calibration - 11(b) - this effect is
noticeably reduced.

V. CONCLUSIONS

1) This calibration routine reaches similar solutions
when given different initial measurements of angular
boresight alignment

(a) before calibration

(b) after calibration

Figure 11. Point cloud of structure before and after calibration (Scenario
B)

2) When an initial measurement is made assuming
perfect mounting tolerance, a correction can be
found whose error is significantly smaller than the
correction itself (by k-fold analysis of the data set)

VI. FURTHER WORK

A. LiDAR azimuth coverage

As observed in Section III-B3, accuracy of the pitch
component might be improved by finding a way to in-
clude LiDAR hits from around 180° azimuth. The tilted
arrangement is needed to obtain good spatial resolution on
the z-axis, but perhaps another set of calibration data could
be gathered with heading inverted. Another way might be
to mount the assembly at a pitch of 5° rather than 15° on
the vehicle, and perhaps higher as well.

B. INS NCOM accuracy

The inclusion of NCOM position and attitude error in
calibration input data may facilitate a more discerning
algorithm to determine the boresight alignment. Weighting
by this (or even merely excluding data with accuracy
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worse than a reasonable threshold) should improve signal-
to-noise ratio when searching for the optimal boresight
alignment solution. This would require extensions to the
OxTS GeoCloud software.

C. Intrinsic LiDAR calibration

This paper only addresses extrinsic calibration (i.e.
between LiDAR and INS). Another issue to consider
is the intrinsic calibration of the LiDAR, i.e. between
the individual laser beams. This data could be obtained
separately and used as an input to the extrinsic calibration,
or a combined intrinsic and extrinsic calibration could be
performed. The latter would involve using the same inputs
as for the extrinsic calibration, but extending the optimi-
sation algorithm to determine intrinsic characteristics for
individual LiDAR beams.

APPENDIX

A. OxTS RT1003 specs

Positioning Accuracy 0.02m RTK

Roll/Pitch 0.05° 1σv

Heading (2m baseline) 0.1° 1σv

Measurement rate 100Hz / 250Hz

Dual antenna Yes

B. Velodyne VLP-16 specs

Range 100m

Accuracy (typical) ±3cm

Measurement rate 300,000pps

Rotation rate (horizontal) 5Hz - 20Hz

Horizontal FOV 360°

Vertical FOV ±15°

C. Sources of error

Error source Dimensions Value

ebslat x, y, z 0.010m
Boresight mis-alignment

ebsang h, p, r —
Boresight mis-alignment

einsne N, E 0.020m
INS position (north, east)

einsd D 0.040m
INS position (down)

einsh H 0.10°
INS attitude (heading)

einspr P, R 0.05°
INS attitude (pitch, roll)

erange radius <0.030m
LiDAR range

Translational boresight mis-aligment (x ,y, z) error is the

assumed error in manual measurement between INS and

LiDAR

D. Displacement due to errors

The table below shows displacement error in the even-
tual point cloud caused by the aforementioned sources
of error. For some sources, this displacement error is
constant, and for others, it is a function of LiDAR range
rlidar. Total displacement error is the sum of all the
displacement errors below.

Error displacement magnitude At 50m At 100m

dbslat 17 17
Translational boresight mis-alignment

dbsang — —
Angular boresight mis-alignment

dinslat 49 49
INS position

dinsang 98 195
INS attitude

dlidar <30 <30
LiDAR range

Displacement errors in mm
t(h, p, r,d) is a function to transform the vector d out

of the frame defined by euler angles heading h, pitch p

and roll r.

dbslat =

 ebslat

ebslat

ebslat


dbsang = t (ebsang, ebsang, ebsang, rlidar)

dinslat =

 einsne

einsne

einsd


dinsang = t (einsh, einspr, einspr, rlidar)

dlidar = erange

Any other errors (such as LiDAR azimuth and elevation,
timing errors, etc) are assumed to be negligible.

E. NCOM required accuracy

The following table shows the mininum NCOM accu-
racy recommended for this calibration:

Input Accuracy

NCOM northing / easting 0.020m

NCOM altitude 0.040m

Heading 0.05°

Roll / Pitch 0.10°

http://www.oxts.com/products/rt1003/
http://velodynelidar.com/docs/datasheet/63-9229_Rev-F_Puck%20_Spec%20Sheet_Web.pdf
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